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Abstract. The university timetabling problem is a hard combinatorial problem, 
which deals with the question of how to construct a feasible and attractive 
timetable for a university department. In this paper we present an extended 
artificial immune system and its application to the timetabling problem. 

1 Introduction 

University timetabling problems are hard combinatorial problems, which deal with 
the question of how to construct a feasible and attractive timetable for a university 
department. Most universities’ departments are confronted with the task of arranging 
large timetables, satisfying numerous constraints. For example, at our department 96 
lecturers currently read 207 lectures that have to share 30 rooms over 5 days with 7 
time blocks each. Due to changing circumstances the time-consuming timetable 
construction has to be repeated frequently. At some universities’ departments multiple 
staff members are involved in timetabling two or three times a year.  

A timetable is feasible, if it satisfies all hard constraints, whereas its attractiveness 
depends on the number of satisfied soft constraints. Hard constraints must never be 
violated, otherwise the timetable would be invalid, e.g. a lecturer cannot be in two 
different rooms at the same time. A soft constraint is for example the preference to 
place lectures in the morning hours instead of late afternoon. Timetabling problems 
have been addressed by a wide range of heuristics, e.g. evolutionary approaches such 
as genetic algorithms [1][2], simulated annealing [3], tabu search [4], and artificial 
immune systems (AIS) [5][6]. The ultimate objective of such approaches is to 
compute timetables, which are at least as good as those created by experienced 
humans. 

AIS [7] harness natural immune systems as a metaphor for the construction of 
metaheuristics to solve hard computational problems. The main objective of an 
immune system is the identification and elimination of pathogens to protect the body. 
The ability of the immune system to distinguish between the body and potentially 
disease causing agents is known as self/nonself discrimination. Note that pathogens 
themselves cannot be recognized by the immune system. However, special cells of the 
immune system, the so-called antibodies, are able to detect antigens on the surface of 
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pathogens. The affinity between an antibody to an antigen is a measure for the 
binding strength between them. Many AIS are based on the concept of clonal 
selection [8], where those antibodies which best match antigens proliferate better and 
undergo less mutation than those antibodies with a lower affinity to the present 
antigens. Other approaches are based on immune networks [9], and some work has 
been done on applying negative selection for intrusion detection [10]. 

In this paper, we present an artificial immune system that has been extended to 
include the creation process of a multitude of antigens, which are potential solution 
candidates. Section 2 describes the concepts behind the extended AIS, section 3 
shows its application to the timetabling problem, and in section 4 we present 
preliminary results. Section 5 concludes this paper and identifies future work. 

2 Concept 

In a highly constrained problem, the sum of all constraints implicitly represents the 
set of all valid and attractive solutions. The challenge is to find an explicit 
representation for elements of this set. This can be achieved by constructing larger 
partial solutions through aggregating building blocks until a final solution is found. 
Hence, our concept consists of two parallel, cooperating processes. The first one 
corresponds to the interaction between antigens and antibodies as found in traditional 
AIS. The second process encompasses the creation of new antigens. Sets of building 
blocks, which can be interpreted as partial solutions, correspond to antigens in our 
model.  

In the first process, the detection whether a partial solution violates the constraints 
of the underlying problem corresponds to the interaction between antigens and 
antibodies (see fig. 1). Here, an antibody represents a single constraint. Through 
clonal selection, the affinity between an antibody and an antigen controls the amount 
of slightly mutated clones of this specific kind of antibodies.  We express the changed 
importance of an antibody by adjusting a constraint-specific application probability, 
the so-called relevance of the constraint. If an antibody successfully binds an antigen, 
the latter is recognized as nonself and can therefore not be part of a valid partial 
solution. Hence, it is marked for elimination. 

 

 
Fig. 1: Building blocks, partial solutions and constraints and their mapping to the AIS 

metaphor. 

In the second process, adhesion operators continuously aggregate two or more 
partial solutions in order to evolve a variety of partial solutions of increasing 
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completeness (see fig. 2). This happens in the so-called hostile environment. Due to 
the fact that an adhesion operator may create invalid antigens, all antibodies check the 
newly created antigens again as described in the first process.  

 

 
Fig. 2: Construction of larger partial solutions 

These two processes repeat until a sufficient solution has evolved over time. Valid 
antigens are kept in a pool of dynamic size. 

3 Implementation 

In this section we apply our concept to automated timetabling with an extended 
AIS. First we introduce the terms of our specific timetabling problem and map them 
onto the concept laid out in the previous section. Next we describe the underlying 
processes of timetable construction. Finally we present the framework we developed 
to solve our problem. 

The smallest unit of a timetable, the so-called building block, is a bundle of 
resources, which have been tied together to capture the notion of a single event. These 
resources include a room, a timeslot on a particular day of the week, a lecturer, and a 
group of students. An antigen, i.e. a collection of building blocks, is a partial solution 
representing an incomplete, not necessarily valid timetable. A timetable is complete, 
if for each event of the problem instance it contains exactly one building block. It is 
valid, if it does not violate any hard constraint. 

In our implementation each class of real world constraints is realized as a Java 
class from which parameterized objects are instantiated. For example, the constraint 
that a lecturer cannot be in two different rooms at the same time will result in one 
corresponding Java class. For each lecturer in the problem instance we create an 
object, an antibody, which is parameterized for that particular lecturer. 

Continuing this example, for a given problem instance, not every lecturer might be 
equally affected by this constraint. Therefore we adjust the relevance parameter of 
this specific constraint instance to simulate the increased cloning of successful, and 
the decreased cloning of less successful antibodies.  

To distinguish between hard and soft constraints we assign a severity value to each 
constraint. The severity s of a constraint is a value 0 < s ≤ 1.0, where 1.0 means that 
this is a hard constraint, which must never be violated, and any value between 0 and 
1.0 denotes a soft constraint. 
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Since the set of all constraints implicitly defines the set of all valid solutions, the 
affinity of a given partial solution to the set of constraints is a measure of its quality. 
Hence, for each antigen we calculate the total affinity by adding the severity values of 
all violated constraints. In order to incrementally construct larger partial solutions, we 
combine them with the use of adhesion operators. The simplest adhesion operator in 
our implementation randomly replaces one building block of a given partial solution 
with another one. A more complex operator compares a set of partial solutions and 
merges those with the smallest intersection. 

Table 1 summarizes the application of these concepts to our timetabling problem. 
 
 

Concept Extended AIS Application to our 
Timetabling Problem 

Building block Element of shape space Bundle of resources 
Partial solution Antigen Partial timetable 

Constraint Antibody Constraint 
Usage-based 

constraint adjustment Clonal selection Increase/decrease of constraint 
relevance 

Constraint priority Degree of 
potential danger to self 

Distinction between hard 
and various soft constraints 

Exposure of a partial solution 
to all constraints Affinity Applicability of all constraints 

to a partial timetable 

Adhesion operators Aggregation of antigens 
in the hostile environment 

Construction of 
larger partial timetables 

Table 1: Map of terms 

 
With these terms we are now able to describe the application of the extended AIS 

to our timetabling problem and the implementation of the key processes. 
In the first process we bundle building blocks by randomly assigning events to 

rooms and timeslots. These building blocks are used to create partial solutions that are 
added to the pool. Next, we construct larger timetables by applying one of the 
following two adhesion operators. The size-based operator compares the partial 
solutions pairwise by their size and merges the partial solution pair with the largest 
difference in the number of building blocks. The shape-based operator selects two 
partial solutions, which have the least number of building blocks in common. As a 
result of these operations, the pool contains more and more complete partial solutions. 

In the second process the affinity between each newly added partial solution and 
the constraints is evaluated. If a partial solution violates a hard constraint it is 
immediately discarded from the pool. Otherwise we check this partial solution against 
all soft constraints and calculate its total affinity, i.e. the weighted sum of all 
violations. Eventually we shrink the pool back to its target size by removing those 
partial solutions with the highest affinity. 

Using the Java programming language, we developed a framework that allows us 
to test and analyze our approach.  
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4 Preliminary Results 

In our current implementation, the state of the immune system's response to its 
hostile environment is represented by a vector with the relevance values for each 
constraint. Every antibody has its own relevance value, therefore the system can adapt 
to the currently present antigens. Starting with a default value, the relevance is 
increased every time the antibody detects a violation of soft constraints and decreased 
when no match is found. Keeping track of the changes in those relevance values 
allows us to monitor the process of adaptation for each antibody. 

The examples shown in fig. 3 illustrate that our adaptation process works as 
described in the previous section.  

 

 
Fig. 3: adaptation towards two different antigens 

 
In figure 3 we show the changes in relevance over time for the 
SpecificRoomBlockConstraint, which is responsible to identify, whether a specific 
room is assigned at the same time to two different events. The left diagram shows that 
after 1000 iterations the relevance for room D14/310 decreases, but towards the end 
of the run (8000 iterations) there are a significant amount of conflicts and therefore its 
relevance increases accordingly. The right diagram shows this constraint for room 
D19/007 for which there are not as many competing events. Hence, the relevance 
curve stays below 0.2 most of the time. 
 

 
Fig. 4: partial solution development over time 
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Figure 4 shows the average and maximum size of partial solutions, measured in 
number of building blocks, over time. This figure shows that the extended AIS is able 
to find a solution which contains 72% (149 out of 207) of all events and does not 
violate any hard constraint. However, around iteration 22000, construction of larger 
partial solutions stagnates.  

5 Conclusions and future work 

In this paper, we presented a new approach to solve university timetabling using an 
extended artificial immune system. We consider the timetabling problem to be a 
construction problem, which can be solved by an artificial immune system. The 
concepts found in vertebrate immune systems are well suited to be applied to an 
algorithm solving this problem. We have developed a concept and implemented a 
prototype. Our preliminary results show that the system adapts to changing 
circumstances in its environment. 

The quality of that adaptation heavily depends on the algorithm parameters such as 
number of antigens in the environment or the number of antibodies representing hard 
and soft constraints. Analyzing and improving those parameters is subject of further 
investigation. We will also focus on the further development of the system towards 
the specific needs of our department in order to gain deeper understanding of the 
applicability of the extended AIS to the timetabling problem. 
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