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ABSTRACT 

Sub-community detection is a fundamental task in social network analysis and becomes increasingly interesting in 
business applications related to supporting collaboration platforms on the Internet and mining the content generated on 
them. We present a set of methods for sub-community detection leveraging on probabilistic topic models. The methods 
are based on similarities among community members arising from their communication links, their topics of interest, or 
on both aspects. We thereby identify suitable scenarios for the application of the proposed approaches. Preliminary 
experimental results indicate our hybrid approach as a promising candidate for the analysis of large forum communities. 
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1. INTRODUCTION 

Given a set of interacting entities, sub-community detection is defined as the task of identifying subsets of 
entities characterized by common properties. This definition is quite broad, leaving a lot of interpretation 
space and requires some refinement in order to specify the scope of this paper. 

Firstly, depending on the nature of the entities and their interaction, sub-community detection is a matter 
of interest for different disciplines such as social network analysis or biology. Our focus will be on Internet 
communities. Supported by the increase in usability provided by Internet applications designed for 
collaboration (such as blogs, forums, wikis), Internet communities and their user numbers have proliferated 
in the recent years, making them increasingly interesting and relevant for business purposes. For example, 
recommendation systems, which have shown to have a significant impact on sales figures, may be improved 
if sub-communities of people sharing the same interests or tastes are detected, by accordingly tailoring their 
offer to the customers. Additionally, companies become increasingly interested in having Internet 
communities around their products; identifying these communities or supporting them may both benefit from 
sub-community detection. 

Secondly, our definition of sub-community detection does not specify what are the common properties 
supposed to be shared by the members of the sub-communities. As a rule of thumb, these properties should 
provide a good clustering of the community into sub-communities, i.e. minimize the differences inside a sub-
community and maximize the differences between sub-communities. In this paper we will restrict ourselves 
to properties which are derivable from information in Internet communities that is always openly available to 
anyone: the communication structure —who is talking to whom—, and the communication content —who is 
talking about what. 

Corresponding to the large interest in sub-community detection, there is a large body of recent research 
literature in which various approaches to sub-community detection have been reported, many of which are 
tailored to Internet communities. Related work is reviewed in Section 2. Our contribution is to demonstrate 
how existing traditional methods for analyzing communication structures can be combined with new state-of-
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the-art methods for automatic content analysis in order to perform sub-community detection. In particular, we 
show how different assumptions as to how sub-communities are defined can be obtained by variations of the 
methods used and the combinations thereof. One distinguishing feature of our approaches is the focus on 
Internet forums, in which communication links among participants are explicitly present. We present results 
and experiences obtained using a very large Internet community and also address how they can be visualized. 

The ingredients underlying our approaches are introduced in Section 3. Subsequently, in Section 4 we 
show how these can be used to devise different types of approaches to sub-community detection: purely 
communication based (Section 4.1), purely content based (Section 4.2) and combined approaches (Section 
4.3). Thereby we mention how the different decisions lead to obtaining different flavors of sub-community 
detection. We exemplarily apply our combined approach to a large community and present the results in 
Section 5. 

2. RELATED WORK 

Most approaches to sub-community detection consider either only the communication structure or only the 
communication content. As opposed to this, the approaches that we will present consider both aspects, 
similarly to related work in (Viermetz 2008), (Gloor and Zhao 2006), (Tuulos and Tirri 2004), (Dietz 2006) 
and (Zhou et al. 2006). More precisely, we are in a line of research with the last three in which the 
communication content is analyzed using probabilistic models. Probabilistic models have recently shown to 
be a powerful method to automatically detect topics in collections of documents. They are especially suitable 
for content generated in Internet communities due to the large numbers of documents and authors. (Dietz 
2006) addresses communities of researchers as derivable from their publications. The assumption thereby is 
that the strength of a tie among two sub-community members is denoted by the similarity of the topics 
addressed by them. Strictly speaking, there are no explicit communication structures available. The detected 
sub-communities are thus in fact communities of topics. (Zhou et al. 2006) address communities as derivable 
from e-mail exchanges and present two approaches basically assuming either that a sub-community is a set of 
users that communicate frequently, or, respectively a set of users that share common topics. While (Tuulos 
and Tirri 2004) address both content and structure analysis, the focus is not on sub-community detection. 
Instead the authors address how topic detection accuracy can be improved by using the communication 
structure in order to better discriminate among useful and noise content and is targeted at chat data mining. 

Sub-community detection can be cast into a clustering problem. Given a set of entities, clustering is the 
task of (automatically, unsupervisedly) partitioning this set into sub-sets, or clusters, such that the similarities 
are maximized intra-cluster and minimized inter-cluster. By this definition sub-community detection can be 
seen as an instance of clustering in which the considered entities are community users whereas each cluster 
corresponds to a sub-community. More formally, a clustering (sub-community detection method) of E 
entities (users) into C clusters is specified by an ExC matrix. The element mi,j of the matrix has a value in the 
interval [0,1] denoting the grade of membership of entity (user) i to cluster (sub-community) j. The particular 
case in which the grade of membership for each entity i is 1 for exactly one cluster and 0 for all others is 
referred to as hard clustering, as opposed to the general, fuzzy clustering. Fuzzy sub-community detection 
methods are in general more expressive as they allow assigning a user with different confidence levels to 
different sub-communities and allow a natural covering of real-life scenarios in which users are or feel 
simultaneously part of different sub-communities. 

Typically, the entities to be clustered can be represented as feature vectors, i.e. points in a multi-
dimensional space. A variety of clustering techniques exist arising from different choices of entities’ features, 
similarity measures among them and grouping methods (Jain, Murthy & Flynn 1999). 

In some cases, such as Internet communities for this matter, the set of interacting entities are naturally 
represented as nodes of a graph, whereas an arc (implicitly) denotes the similarity among the entities it 
connects. Clustering nodes of a graph is known as graph clustering (Schaeffer 2007), whereas clusters 
become sub-graphs. A range of techniques is based on density properties; they try to maximize the internal 
coherence of sub-graphs by identifying maximal sub-graphs that have a density above a certain threshold. 
Cut-based approaches try to maximize the independence of sub-graphs, whereas independence is defined in 
terms of the cut size needed to isolate the sub-graphs. Another proposed approach is based on iteratively 
removing arcs with the highest betweenness (the number of shortest paths passing through the arc), based on 
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the assumption that these arcs are links between clusters rather than within a cluster. For this particular work, 
we are interested in clustering methods which scale for the large number of entities typically available in 
Internet communities. Algorithms for computing optimal graph clusters are in general NP-complete and thus 
not applicable for large graphs. In practice, however many algorithms have been proposed which are able to 
find reasonable good partitions efficiently (Schaeffer 2007). 

In particular a cut-based approach suitable for very large graphs is implemented in Cluto (Karypis 2003), 
a state-of-the art clustering tool. In order to be able to deal with very large input graphs, Cluto’s algorithm 
(Karypis & Kumar 1999) reduces the original input graph by first collapsing nodes and edges, then 
partitioning the reduced graph, and finally projecting the obtained partition back to the original graph. At the 
graph level, this method, being a cut-based one, tends to find clusters such that the number of inter-cluster 
edges is minimized. The interpretation in terms of sub-community detection is straightforwardly obtained by 
taking each cluster to represent a sub-community: sub-communities are detected as to minimize the amount 
of information exchanged across communities. By optimizing this global property of a community, this 
method is meaningful in scenarios in which the community is regarded as a whole (e.g. for its visualization), 
but may be less optimal in explaining (locally) what are the bonds holding together a sub-community, or why 
a person belongs to a community. 

3. PRELIMINARIES 

In this section we shortly address the fundamental techniques underlying the sub-community detection 
methods that will be introduced in the next section. Rather than to give a formal precise introduction of these 
techniques, our aim is to provide the intuitive understanding thereof as needed for a self-contained 
presentation and to introduce the terminology and notations used in the remainder of the paper. 

3.1 Community Data 

While the approaches that we will introduce are in principle applicable to arbitrary online communities, for 
the sake of the presentation and evaluation we will refer to the particular case of online forums. It is 
furthermore convenient to introduce here our practical experimental data. This will allow us to refer to a 
concrete use case in examples used throughout the paper. 

We utilized forum data publicly available on the SAP Developer Network (SDN). The SDN forums 
contain a broad variety of discussion topics related to the SAP software landscape. In some cases, SDN users 
may explicitly link to each other in their profiles. However, this happens quite rarely and we do not use any 
such information. Instead we simply assume that sub-community structures are latent in the communication 
structure and the exchanged content. We restricted ourselves to the forum group focusing on “Application 
Server” issues. It offers a mixture of business and technical content that is typical for the overall SDN, while 
providing a medium diversification of distinct sub-areas within the forum. It contains 61,781 threads 
totalizing 272,582 posts by 23,545 users. 

3.2 Probabilistic Topic Models 

Probabilistic topic models (PTMs) lie at the basis of some recent promising approaches to automatic topic 
detection. A PTM offers a generative explanation of a document collection in which topics are explicitly 
modeled. More precisely, the model is specified by a fixed number of topics as probability distributions over 
words and a probability distribution over topics associated with each document. Each token of a document is 
(assumedly) generated in turn, by first sampling a topic from the topic distribution associated with the 
document and then sampling a word from the probability distribution denoted by the topic. 

Now, if we are able to find the model that best explains the document collection at hand, the topics of 
each document d can be looked up as the most probable topics in θd, the probability distribution over topics 
associated with d. Finding this model is an inference problem which is generally not exactly solvable. 
Instead, one tries to approximate the optimal solution. The various topic detection methods that have been 
proposed differ in the inference methods used as well as in additional assumptions they make regarding the 
underlying model. In particular, for our purposes we use Latent Dirichlet Allocation (Blei, Ng & Jordan 
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2003) as our PTMs and Gibbs sampling as the inference method (Steyvers & Griffiths 2007), which have 
been reported to generally deliver good results. Intuitively, the detected topics can be thought of as patterns 
of co-occurrences of words in the document collection. One advantage of this topic detection is that it is not 
affected by ambiguous words, as co-occurring words in context automatically account for the right topic 
assignment. 

For our purposes we run the topic detection as mentioned above on a corpus built from the experimental 
data previously introduced, by aggregating all posts to a thread into one document. We fixed the number of 
topics to 75 – selecting the right number of topics is in general driven by the sensitive granularity for the 
application domain at hand: not too small a number in order not to get too general topics and not too large a 
number in order not to get too specific ones. Some of the topics detected are depicted in Table 1 by their 
most representative (likely) words in decreasing order. By looking at the words we can identify these topics 
as dealing with Security, Web Services, Web Dynpro, Databases and Web Servers, respectively. 

Table 1. Topics detected in our experimental data 

Topic 3 user password login logon role id log authentication portal sso 
Topic 16 service web ejb webservice bean proxy wsdl model client method 
Topic 35 web dynpro abap webdynpro Java wd wda tutorial ui component 
Topic 47 database connection sql datasource datum jdbc db table driver oracle 
Topic 68 server http url service web port error domain browser host 

3.3 Centrality Metrics for SNA 

Detecting persons with special roles in social networks is often based on measuring their centrality in the 
network as follows. Local degree centrality, defined as the number of edges connecting a node, may be used 
to measure how intensively the node communicates. Closeness centrality, sometimes also termed as global 
centrality of a node, is measured as the sum of distances from the node to all other nodes and may tell for a 
given node how well connected he is to all other reachable nodes. Betweenness centrality is defined as the 
number of shortest paths between any two nodes of a network that run through a given node. The calculation 
and exploitation of this metric may give clues about how important the node is for connecting subnets within 
a community. Eigenvector centrality is used to determine the general importance of a node within a network. 
This is done not only by counting connections, but also by overweighting connections to nodes which are 
themselves more central than other nodes. Diameter metrics may allow conclusions based on the maximum 
number of steps that have to be taken to get from one node to another within a community network. In other 
words, diameter is defined as the longest shortest path within a network. This metric can be an indicator for 
how fast information can be passed through a network or whether propagation takes places rather extensively 
(indicated by a small diameter) or not. 

4. PROBABILISTIC TOPIC MODELS FOR COMMUNITY DETECTION 

In this section we introduce three approaches to sub-community detection based on probabilistic topic 
models: one purely communication based, one purely content based and one that combines communication 
and content. 

4.1 A Communication Based Approach 

Assuming that users that tend to co-occur in discussion threads should belong to the same sub-community, 
we might detect these sub-communities by applying the method for detecting patterns of co-occurrences 
introduced in Section 3.1 on the communication structure of the threads. For that we can consider each thread 
as a “document”, the “tokens” of which are users that have posted in the thread, one “token” for each post. 
Each resulting “topic” θt (a probability distribution over users) will denote a sub-community. More precisely, 
the grade of membership of a user u to sub-community t is given by θt(u) (the probability of pattern t to 
generate user u). As a fuzzy method this has advantages as presented in Section 2. 
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Intuitively, the grade of membership of a user u to a sub-community c denotes how likely it is that u will 
contribute to threads in which other members of c are also present. Each thread will thereby tend to be 
assigned to a small number of communities. Altogether, this approach is suitable for scenarios in which an 
automatic categorization of threads is needed according to groups of highly active users driving them. 

4.2 A Content Based Approach 

We will refer to the topics that are detected by PTMs in user generated content (such as forums) as discussion 
topics. Assuming that the membership of a user in a sub-community exclusively depends on the discussion 
topics in which the user participates, sub-communities can be identified by detecting discussion topics as 
presented in Section 3.1. Each discussion topic t can specify a sub-community in a number of ways, each of 
which leads to slightly different (more or less obvious) interpretations of the sub-communities. 

(1) For example, the grade of membership of user u to sub-community t, can be specified as the average 
proportion of topic t over all threads to which user u contributes. We call these topic proportions for user u, 
u’s interests. 

(2) In order to also account for the number of posts in the different threads, the average can be weighted 
by the number of posts made in each of these threads. 

(3) Another way to compute the interest of user u in discussion topic t is to count the number of u’s posts 
within discussion threads, the top topic of which is topic t.  

Subsequently, if a hard clustering is needed we can place the user u in the sub-community corresponding 
to his largest interest. The approach (3) is suitable in particular if we can assume that each thread essentially 
deals with only one topic (the top topic, whose proportion is the greatest for the thread). Essentially we assign 
the user to the discussion topic to which most of his posts have been made. 

Note that discussion topics are detected on thread level rather than on post level. This is sensible to do 
since we can assume that most of the posts to a thread deal with similar topics and implicitly use the 
enclosing thread as disambiguating context. This implies that the approach is not completely oblivious of the 
communication structure; the reason is that the sub-community of a user is determined by the topics of the 
user’s posts, which are in turn influenced by the (tokens of the) posts of the users talking in the same thread. 
One might thus argue that users which often talk within the same thread are more likely to end up in the same 
community. Yet, a second thought reveals that this is only the case if the co-occurrences of these users’ 
words in the threads are statistically relevant at the level of the whole document collection, i.e. for this matter 
throughout all threads. Given a large number of threads and posts, as in our use case, this essentially makes 
our sub-community assignment being overwhelmingly determined by the content of the communication 
rather than by its structure. 

All in all, the approaches introduced here are suitable for scenarios in which there is no reason to suppose 
that sub-community members are bound together by other tights than the need to solve their problems at hand 
and these problems mostly fall under one topic. This is true to a large extent in so-called business 
communities, as opposed to social networks in the narrower sense. 

The assumption underlying the sub-community approaches proposed so far in this section is that a sub-
community is essentially defined by one discussion topic and leads to a user ending up (with high probability 
in the fuzzy case) in a sub-community together with other users that are mostly interested in the same 
discussion topic. 

In some scenarios it is however sensitive to assume that two users may still have a lot in common if they 
generally share similar interests, without necessarily being interested in the same major topic. The sub-
communities included in this definition of user similarity are naturally detected by clustering the user’s 
interests (by using one of the definitions (1)-(3) of user interests) using some standard method for vector 
clustering as mentioned in Section 2. 

This approach may be straightforwardly used by collaborative filtering based recommender systems 
which predict what topics (and what corresponding products) a user is likely interested in based on patterns 
of common interest as observed in a large community. More precisely, a user may be recommended 
products/topics which have overall large interest values in the user’s sub-community (without necessarily 
having large values for the user at hand). 
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4.3 A Combined, Content and Communication Based Approach 

Rather than either considering patterns of user co-occurrences or co-occurrences of discussion topics, as in 
the previous sections, we will now account for both, by basing our sub-community detection on the 
identification of patterns of co-occurrences of users aggregated over threads handling the same discussion 
topics. More precisely, for each discussion topic t, we build a “document” by aggregating all threads the top 
topics of which is t by taking the user occurrences in each of these threads as t’s “tokens”. Applying the PTM 
based method introduced in Section 3.1 will return probability distributions of users as topics (not to be 
confused with discussion topics). Each such topic t’ defines a community, whereas the grade of membership 
of a user to the community is given by the corresponding probability in t’. 

Intuitively, a sub-community detected as above consists of users that tend to often discuss with each other 
or that tend to be interested in similar discussion topics. The approach introduced in this section will be 
addressed in practice with our experimental data in Section 5. 

Other interesting insights might be gained by a pattern analysis of both the communication structure and 
content. For example, we can inspect whether there exist combinations of interests that stimulate discussions 
in a community. To this aim we can look for patterns of top topics of users co-occurring in threads. In 
practice, this can be obtained by applying the PTM approach described in Section 3.1 whereas each thread 
corresponds to a “document” containing for each post the top topic of its author as a token. 

5. EXPERIMENTAL RESULTS 

We use the experimental data introduced in Section 3.1. We build the communication graph by taking nodes 
to denote users, and weighting an arc from u1 to u2 with the number of times that u1  replied to a message 
posted by u2. We use a self loop in the graph to denote thread initiations, where the message of a user is not 
directed to anyone. 

5.1 Visualization Framework 

To support our evaluation we built a framework which simultaneously allows observing the communication 
links and the topics of interests of community members. The implementation is based on Jung (O’Madadhain 
et al. 2003), a popular open-source Java framework for graph analysis and visualization.  

Basically, the framework depicts the communication graph while allowing focusing on users of interest. 
For example, it is possible to emphasize explicitly specified users or users particularly relevant with respect 
to different centrality measures or their SDN status data (such as their reward points), by accordingly sizing 
the graph nodes. In particular it allows restricting the view of the whole community to a specific sub-
community of interest, as for example detected by one of our approaches. Also it is possible to depict the 
sub-communities as collapsed nodes in a global view in order to see their communication links at a glance. 

Our tool integrates content information and communication structures in one single visual representation 
for analysis and exploration. To this aim it stores topic information for each arc in the communication graph. 
This information is utilized for visualization purposes in two main ways. On the one hand it is possible to 
analyze the topic focuses of messages exchanged between two distinct users.  

On the other hand user nodes can be depicted with a color denoting their affinity to three given discussion 
topics. The restriction to three topics allows us to visually indicate a user’s affinity for the three topics by 
assigning each topic to one of the primary colors, red (R), green (G) and blue (B). By cumulating the user’s 
interests as proportions of R, G and B, we obtain the RGB specification of a color which denotes the user’s 
topic affinity at a glance. More precisely, we first retain from the original communication graph only edges 
corresponding to messages the top topics of which are one of R, G or B. Then, the user’s interest in a topic t 
is determined by the number of times t occurs among the top three topics assigned to any of its edges. White 
is reserved for nodes not having any arc with the chosen topics assigned at top positions. 

That means, a user which solely deals with the first selected topic is colored pure red, a user which has a 
balanced mixture of the first and the third chosen topic is colored lilac and a balanced mixture of all three 
topics yields gray. Of course, the references to colors in the following discussion require the reader to use a 
color-enabled media. 
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Obviously, this visualization technique is limited to observing three topics at a time; nevertheless this 
suffices for analyzing sub-communities, as typically no more than three discussion topics are relevant for one 
sub-community, for a sensibly chosen granularity of topics. 

5.2 Evaluation 

We now present the results obtained by using the approach introduced in Section 4.3 on our experimental 
data and setting the number of sub-communities to be detected to 14, as this number seems to lead to a 
sensible granularity for our data. We straightforwardly assigned a user to the sub-community for which the 
detected membership grade was the largest. The sub-communities detected had fairly uniform sizes ranging 
between 1500 and 2060 users.  

We selected for further analysis one sub-community consisting of 1722 users, corresponding to a pattern 
of co-occurrence detected with relatively high confidence. We then identified the three most representative 
discussion topics for this sub-community – referring back to the method described in Section 4.3, the 
representativeness of discussion topic t for sub-community t’ follows from counting the assignments of 
tokens within document t to sub-community t’. We identified these topics as dealing with Business Server 
Pages (1), Table View Controls (2), and Program Terminations and Failures (3). Topics (1) and (2) were 
thereby almost equally relevant, while (3) was approximately half as representative. 

We further identified the six most representative participants of the community as the users with the 
largest probabilities given the sub-community. 

The sub-community, its most relevant discussion topics and its users are depicted in Figure 1, showing a 
snapshot produced with our visualization tool. The discussion topics, (1), (2) and (3) are denoted by red, 
green and blue, respectively. The six nodes positioned outside the circle denote the most representative users. 
The size of the nodes is determined by their local degree-centralities. 

 
 

           
Figure 1. Sub-community visualization 

We can see that the most relevant users are characterized by large centralities. This comes at no surprise, 
since the relevance of a user within a sub-community has to do with how frequently he or she communicates 
with other sub-community members. 

We can see at a glance that the green (2) and especially the red (1) discussion topics dominate this 
community. The six representatives particularly tend to be highly involved in the red topic. The light brown 
(obtained as a combination of approximately equal parts of red and green) representatives (such as the one 
located at the top left) can be assumed to play a key role for the formation of this sub-community by 
exchanging messages with other sub-community members on both the red (1) and the green (2) topic; they 
act as integrators among people otherwise possibly interested only in one of (1) or (2). Interestingly enough, 
all but one of the representative people identified by us have been awarded a moderator status in the 
community, which is granted for “exceptional and high-value” community members. 

Topics 

Business Server Pages 

Table View Controls 

Program Terminations 
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This independent source of identifying highly relevant members is a confirmation of our approach. Their 
moderator status may also deliver an explanation of their integrator role, as they may point users mainly 
interested in the red or green topic to answers to their problems in threads of other topics. 

For a comparison, we also applied the purely content based approach introduced in Section 4.2 and the 
purely communication based approach introduced in Section 341 to detecting (the same number of) sub-
communities and looked at the six community members previously mentioned. In both cases five out of the 
six also belong together in one of the newly detected sub-communities. The six strongly belong thus together 
even when ignoring the communication links or the content of their posts, respectively, which comes at no 
surprise in the light of their moderator status. 

6. OUTLOOK 

Comparing different approaches to sub-community detection is an intrinsically difficult undertaking. 
Different definitions of what is a sub-community may lead to quite different results, as previously suggested 
for each of the approaches. Generally speaking, there is no predetermined right or wrong way of detecting 
sub-communities: the appropriateness of the results depends on the intended use case (as previously 
suggested when introducing the approaches). A unifying framework for the different approaches is needed 
for a thorough comparison as future work. 
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